#MAGA or #TheResistance: Classifying Twitter users’ political affiliation without looking at their words or friends

Rachael Tatman
University of Washington
Linguistics Department
rctatman@uw.edu

Abstract

Previous NLP work attempting to classify Twitter users’ political affiliation focused on lexical features and information users’ social networks. However, sociolinguistic work on the expression of political identity has found that sub-lexical features also reflect political identity. This study shows that it is possible to achieve above-chance classification of Twitter users based on only three features: how much punctuation and capitalization an account uses and what proportion of their tweets are replies.

1 Introduction

There is a growing body of work in Natural Language Processing on classifying social media users’ political affiliation. To date, the bulk of this work has relied on lexical and social network features. Conover et al. used uni-grams (excluding punctuation) and social networks (Conover et al., 2011), while Cohen and Ruths used a large feature set including words, stems, di- and tri-grams and hashtags (Cohen and Ruths, 2013). Sylwester and Purver, who were interested in characterizing psychological differences between Democrats and Republicans, focused on word frequency, friend-follower ratio and Linguistic Inquiry and Word Count (Pennebaker et al., 2001)—although they also excluded punctuation from their data.

Non-lexical features, however, have proven useful in other NLP tasks. Punctuation in particular is a well-established linguistic variable. It’s been used in a variety of tasks, including authorship identification (Chaski, 2005; Abbasi and Chen, 2005) and predicting gender (Bamman et al., 2012) and personality (Pennebaker et al., 2015; Golbeck et al., 2011). While punctuation is less well studied in sociolinguistics, there is some evidence that patterns of punctuation use are associated with group membership (Ongonda et al., 2010). There is also evidence that variation in capitalization is an important stylistic feature in informal computer-mediated communication (Ling, 2005). This fits in well with sociolinguistic investigations of how political affiliation is expressed in speech, which has also focused on non-lexical features like phonetic variation (Hall-Lew et al., 2010; Kirkham and Moore, 2016).

Given that non-lexical features have proven informative in characterizing political affiliation in sociolinguistic research, are they also useful for automatic classification?

2 Data

In order to classify users’ political affiliation, it was necessary to construct a data set which contained a politically heterogeneous mixture of users and where users’ political affiliation was known. To do this, tweets were collected from users who expressed affiliation with either #MAGA or #TheResistance in their bios or user names. (Given that political hashtags are often co-opted by groups opposing their original creators in order to redirect the conversation (Booten, 2016), labelling users based on their use of hashtags in tweets is a poor sampling strategy.)

#MAGA is an abbreviation of “Make America Great Again”. This was the campaign slogan of the Trump presidential campaign, and has been widely adopted by the conservative political community (Starnes, 2017). #TheResistance is a hashtag associated with membership in a political movement formed to oppose the Trump presidency (Blow, 2017), and as a result indexes a political affiliation in direct opposition to that of

1This did return a small number of Twitter accounts belonging to Krav Maga enthusiasts.
Figure 1: Proportion of user’s tweets that are replies, by group. #MAGA users replied much more often #TheResistance users.

#MAGA users.

This sampling returned 110 accounts, 32 associated with #MAGA and 78 associated with #TheResistance. Up to 100 of the most recent from each account were collected using the Twitter public streaming API on April 11, 2017. This resulted in a collection of 6992 total tweets, 1925 from #MAGA accounts, and 5067 from #TheResistance.

For each account, the average number of punctuation marks and capitalized letters per tweet and the proportion of tweets which were re-tweets and replies was calculated.

3 Modelling and Classification

In order to determine whether these features were associated with users’ political affiliation, a logistic regression was conducted with affiliation (#MAGA or #TheResistance) as the dependent variable, and capitalization, punctuation, re-tweets and replies as independent variables. While the proportion of a user’s tweets which were re-tweets was not significantly associated with affiliation, the other three variables were. Proportion of replies, average number of punctuation characters per tweet and average number of capital letters per tweet were all significantly (P < 0.05) associated with political affiliation. #MAGA users replied more often, used less punctuation and used more capital letters than #TheResistance users, as can be seen in Figures 1 and 2.

But are these three robust features enough to be used for classification? In order to determine this, a KNN classifier was built using the R ‘class’ package (Venables and Ripley, 2002). Training and testing was done using 80/20 cross-validation on a balanced subset of an equal number of #MAGA and #TheResistance users (32 each, randomly sampled without replacement in the case of #TheResistance users).

While the model presented here did not beat the state-of-the-art (see Table 1), it did correctly classify 78% of the test data using only three features.

4 Conclusion

This study shows that it is possible to classify Twitter users’ political affiliation well above chance without using lexical or social-network features. It provides clear evidence that researchers looking at political affiliation should reconsider stripping punctuation from tweets, as they contain useful information on community norms.

Further work is necessary to determine whether the features discussed here (how often a user replies and how much capitalization and punctuation they use) vary with any other social factors such as age, socioeconomic status, level of education or gender.

It should be noted that these accounts explicitly express political affiliation, as so are likely to be politically active. Previous work has found that politically active accounts are the easiest to classify (Cohen and Ruths, 2013); these features may not be as discriminative for less political accounts.

Table 1: Though this model did not beat the state-of-the-art, it achieved classification well above chance using only three non-lexical features.

<table>
<thead>
<tr>
<th>Study</th>
<th>Accuracy</th>
</tr>
</thead>
<tbody>
<tr>
<td>Conover</td>
<td>87%</td>
</tr>
<tr>
<td>Cohen (politically active)</td>
<td>84%</td>
</tr>
<tr>
<td>KNN classifier</td>
<td>78%</td>
</tr>
</tbody>
</table>
References


Raviv Cohen and Derek Ruths. 2013. Classifying political orientation on twitter: It’s not easy! In *ICWSM*.


